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EventMod – a Framework for Stochastic Microsimulation and Event History Analysis

1 Introduction

EventMod is a framework for building microsimulation models based on discrete event simulation by means of event queues and event history analysis.The simulation part of this framework was originally developed at the Norwegian Computing Center in the period 1991-93 as part of a project aiming at modelling the “client flows” in the Norwegian pension and benefit system. The statistical parts of the framework were added in 1994-1995 at Event AS. During 2005 the simulation part was also implemented as a Java class library called JEvent. 

The focus of this presentation is the methods and key concepts underlying the framework, not the specific sofware implementations. A model of Pension Schemes – PenMod – will be presented as a sample application, and the key concepts and ideas will be explained through the discussion of this model.

1.1 Continuous time versus discrete time

In a demographic context, typical events are childbirth, marriage, migration, retirement, death etc.  The events are considered to be discrete, meaning that they are assumed to take place instantaneously, without any duration over time.

The events are, however, assumed to take place in continuous time: They may occur at any time during a given period, not only at certain intervals as in discrete time models based on fixed time units like e.g. year, month or day. There are several benefits to this approach: 

· Continuous time is more ‘realistic’ than period-based time, as the real world’s time is continuous: Multiple events within a single period, may cause difficulties in a year-based model; this is not an issue in a continuous time model. There is probability close to zero that two independent events occur  at the same time, and there is no lower limit for the waiting time between each event. 

· Continuous time is more general, as discrete time processes can be modelled within a model based on continuous time. 

· The continuous time approach solves certain modelling issues related to competing risks, particularily that competing risk experiments can be performed provided that the probability that two independent events occur simultanously is close to zero.

Event processes in continous time may of course be modelled as discrete time processes by making the time intervals sufficiently small. Simulations can then be done by a standard period by period procedure, where each individual’s state in the next period is calculated from the present state by rules, or by drawing from survival probabilities etc.  Such a procedure will, however, be quite demanding in computing time, especially if the periods are set sufficiently small to solve the issues about multiple events within a period, and competing risks. A simpler and far more efficient approach is to perform the simulations event by event, according to the exact time that each event occurs. Such solutions are normally implemented by means of event queues with scheduled events ordered by increasing time. This approach is applied in EventMod.

1.2 Rule-based and stochastic event processes

Some kinds of events, like e.g. retirement, may be considered to occur according to specific rules, while other events like childbirth, death, migration, etc are considered stochastic. The typical stochastic processes in a demographic model with continuous time, e.g. childbirth and death, can be modelled by means of hazard rate functions related to age or some other time measure, sex or possibly other explanatory variables. If only one event may happen, the waiting time until the event, is drawn from the hazard rate function  In cases where only one among several potential events may happen, we have a situation of competing risks. In such cases both the event to occur and the  waiting time will be determined by drawing from the hazard rates for all the potential events by a so-called competing risk experiment.

1.3  Discrete Event Simulation and Event Queues

The simulation core of the framework is based on discrete event simulation using event queues as in the programming language Simula: An event queue contains scheduled events ordered by increasing activation times. During the the simulation the events in the queue are processed one by one until the queue is empty or the simulation is stopped by external intervention. During the simulation the events in the queue may be rescheduled or cancelled, and new potential event may be scheduled, i.e. added to the queue. Each potential event in the queue is associated with a process which may be active (scheduled) or passive (not scheduled).

A demographic model with pensions and benefits will typically include events associated with persons like childbirth, death, employment, unemployment, disablement, reactivation from disablement, retirement etc. Most of these events will be related to the person’s age, sex and state in other respects, and possibly to date if we wish to take into account that mortality, birth rates or other rates develop over time.  Some of the events may also be related to time in a certain state or time since a certain event, e.g. as childbirth may be related not only to age, but also to time that has passed since the previous childbirth and number of previous children. In other contexts measures of cumulated time in a certain state may also be a relevant time measure.  Age, time in a state, cumulated time in a state etc represents local time measures in contrast to global time or calendar time, and may be thought of as a kind of stopwatches. In EventMod such local times are implemented as local event queues linked to the main event queue of the model through a translation mechanism that translates between local time and global time (date):  Each local event queue is scheduled in main queue according to the activation time of the first event in the local queue translated to global time.  During a simulation with EventMod there will typically be not only one event queue, but a tree of event queues with at least one queue for each person representing the person’s age. This solution provides a very simple framework for modelling the processes as the user can focus on the most intuitive time measures like age or time in a certain state, and does not have to bother about the translation to dates.

1.4 Competing Risks

In most model applications there will be elements of competing risks, i.e. that only one among several potential events may take place.  E.g.:  A women in fertile age is both exposed to the “risk” of having a child, and the risk of dying. Such competing risks are modelled as a sort of competition between childbirth and death. Both the childbirth and the death are sheduled in the event queue by drawing waiting times for each of them according to mortality and fertility rates. If the childbirth happens first, the next childbirth is scheduled by drawing a new waiting time for it; if the death occurs first the childbirth (and all other events associated with that person) is cancelled, i.e. removed from the event queue. A slightly different example of competing risks occurs if one event changes the conditions of another event without necessarily excluding it, e.g. if we assume that disability changes the mortality of a person. In this case we will, for a healthy person, schedule both a time of death and a time of disability. If the person becomes disabled we will reschedule the time of death according to the mortality rate for disabled persons, and at the same time shedule a time for reactivation. If the person becomes reactivated, we will again reschedule the time of death, this time according to the mortality for healthy persons, or maybe using a third mortality for previously disabled persons.

2 Example: PenMod – A Model of Pension Schemes

An illustration of a typical model containing all these elements, is a model of pension schemes called PenMod. This model is based on EventMod, and was developed for a major Norwegian insurance company, and it’s main purpose is to provide forecasts for income and expenditure in the pension schemes, as a tool in budgeting and as decision support.  In the following is a description of a simplified version of the model in order to illustrate the principles and operations of EventMod.

At the core is a microsimulation model of the members of the pension scheme. Each member is either an employee working for a specific company (or an institution), or a former employee receiving benefits from the pension scheme either as retired or disabled. (In the full model also children and widowed receive benefits if the member of the scheme die before a certain age.)  

The forecasts are made by simulating each member’s ‘life-course’ during the period that the forecast is made for. A life-course in this context is a series of dated events of relevance to the pension scheme: becoming employed, quitting the job, becoming disabled, becoming retired or death. During the simulation, information about each such event is passed on to the insurance company’s real systems for handling pension schemes. This to provide all economic an actuarial calculations as if it was a real event. The results of these calculations are saved for each indivual member, and at the end of each year during the simulation a full annual report can be generated with all the relevant financial information.  This setup is illustrated in figure 1.
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Fig. 1 PenMod - overview

The life-courses of each member is generated by drawing waiting times from distributions based on time-dependent rates for the various possible events like death, becoming disabled, recovering from disability or quitting. Retirement is determined by a rule, i.e. that a person retires at the age of 67. Recruitment (new employees) is, however, determined by exogeneous assumptions about the total number and distribution regarding sex and age of employees during the period to be forecasted. This means that each simulated life-course is arbitrary, and may turn out completely different in a second simulation for a specific individual. With a sufficent number of individuals, however, the aggregated results of such a simulation will be quite stable from simulation to simulation, and hence represent a good approximation of the expected values, given the assumptions underlying the model. In PenMod the number of 5000 simulated life-courses proved to bring the simulation’s uncertainty to an acceptably low level for all the main indicators. For pension schemes with less than 5000 members, the simulations in PenMod therefore are repeated until at least 5000 life-courses are simulated, and the forecasts calculated by taking an average of the simulations. (For pension schemes larger than 5000 one could, on the same basis, select 5000 arbitrarily from the member population, do one simulation and multiply the results with the inverse fraction of the members that are used in the simulation to produce the forecasts.) 

States, transitions, and competing risks

The main states and transitions of this model are illustrated in figure 1.
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Fig 2.  PenMod – States and Transitions (Simplified)

Figure 2 displays a simplified map of states and transitions in a pension scheme. The ovals indicate entries and exits while the rectangles indicate states that members of the pension scheme can be in. When a person is employed, he enters the pension scheme from Outside into the state Active, i.e. working. From that state an employee may become disabled or die, or he may decide to leave his position and the pension scheme. Being in the state Disabled means that the person is granted disability benefits. At the age of 67 a member of the pension scheme will retire either from Active or Disabled, and still of course have the risk of dying. A disabled member has a risk of dying at a rate expected to be higher than the mortality rate for an active employee. We also expect a higher mortality rate for previously disabled after retirement. We use the state as ‘disabled’ or ‘has been disabled’ before ‘retired’ as an indicator of deteriorated health. A disabled person may become ‘Active’ again. In that case we also assume that his/her health has recovered, and that the mortality rate and other rates are the same as for members that have never been disabled. As previously stated, ths does only apply if the disabled person is ‘back to work’ – or Active -  before retirement age.

As stated previously, the transition from Outside to Active (becoming employed) is determined by exogeneous assumtions about the total number om employees. This is implemented by setting a target value for the number of male and female employees at each turn of the year during the simulation period. A ‘recruitment process’ is controlled by a recruitment rate regulated in order to meet the goal at each turn of the year. If the number of employees is known or planned to be reduced beyond the number of employees leaving ‘naturally’ (by retirement, disablement or quitting),  arbitrary employees are selected to quit at a rate set to meet the goal number of employees.

An active employee may either quit, become disabled, retire or die. Retirement is controlled by a rule: An employee is assumed to retire at the age of 67 if the person is still alive and has not quit. Death occurs stochastically according to a mortality rate depending on age and sex. Similarily for disability: An active employee may also become disabled according to a rate dependent on age and sex. And he/she may leave the workplace (quit) according to a rate dependent on age, sex and time since employment. All these rates are valid for active eployees only, i.e. as long as no transition to another state has taken place.

This is a case of competing risks, where only one of several potential events may happen.  During a simulation the next event to happen and the waiting-time is determined simultanously according to the following procedure:

1. For each possible event a potential waiting-time is drawn on basis of the associated rate function (if stochastic as death, disability or quitting), or calculated according to the given rule (if deterministic as retirment).

2. The event with the shortest waiting-time becomes the next event. 

The justification for this procedure is, to put it roughly, that all the waiting-times involved in the competing risk experiment are valid only as long as the employee remains in the present state - which he does until the next event occurs, i.e. the “winner” of the competing risk experiment!

If the person becomes disabled, there is a new case of competing risks, this time with the potential outcomes re-activation, retirement and death. Potential waiting-times are drawn or calculated for each possible event, and the event with the shortest waiting-time is selected.

If an active person retires, the only thing that can still happen to the person (within the simulation) is that the person dies. A waiting-time for death has already been drawn, and this is still valid. The same applies to a disabled person who retires: The time of death previously drawn is still valid when the person retires.

When a person quits or dies, nothing more can happen to the person in the simulation, and he will no longer be a part of it.

2.1 Drawing of waiting-times from hazard rate functions

The drawing of waiting-times from a hazard rate function can be illustrated by looking at the survival probability function that can be derived from the hazard rate, as illustrated in figure 3.  Given a hazard rate function h(t),  the survival probability (or more generally the probability that an event has not happened yet) from t=0 can be derived by the following conversion:

[1]
S(0;t) = exp(-H(t))
where H(t) is the integral of h(t) from t=0.

The surval probability at t from t1 can then be derived as a conditional probability, the probability for surviving at t, given that the individual has already survived until t1:

[2]
S(t1;t) = S(0;t)/S(0;t1)
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Fig 3.  Drawing of survival time from a survival probability function

A survival time from t1, (or more generally a waiting-time from t1 until an event), consistent with the survival probability function can be drawn as follows:

1) Find S1 = S(t1)

2) Find S2 by drawing uniformly 

    over the interval  <0,S1]

3) Find t2 = S-1(S2)

4) Waitingtime = t2 - t1
In PenMod and most other real applications, piecewise constant hazard functions are used. It is then convenient to keep a table of cumulated hazard values. H1 can be found by a look-up in this table and using linear interpolation. S1 is then calculated as Exp(H1).  Step 3 is perfomed by a binary search in the H-table, followed by linear interpolation.

2.2 Implementation of the simulation by means of event queues

As stated earlier, the simulations are performed on an event-by-event basis by means of event queues. The event queues contain all scheduled events sorted by increasing activation times. Competing risks cases are handled as follows (cf. the above procedure for deciding the next event and waiting-time in competing risk situations):

1. Draw a waiting time for all potential events and insert the events in the event queue according to their activation times.

2. When the first of the potential events is processed, all the “loosing” events are cancelled, i.e. removed from the event queue.

Simulation of a single life-course

To illustrate the procedure, we will first look at a simplified scenario, where a single employee’s life-course is simulated. The employee is assumed to be active, and potential waiting-times are drawn for transitions to disability, quitting and death. The event queue could then look like this:
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Fig 4.  Event queue for a single person – Example 1

The person is 37.2 years old at the start of the simulation. All potential events are inserted into the event queue according to waiting-times drawn from the hazard rates and the rule that the employee will retire at age=67. In this case the person will quit at age 42.8, and consequently leave the pension scheme, and the simulation.

In example 2 a more complicated life-course is generated, as illustrated in figure 5.  

At the start the event queue is as illustrated in figure 5.a. The person becomes disabled at the age of 52.4. Then a new age of death is drawn according to the mortality for disabled members. Quitting is no longer an option. After having been disabled the queue looks like figure 5.b.  After retirement at 67 it is like (c), and the simulation ends at age 73.1, when the person dies.
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Fig 5.  Event queues for a single person – Example 2

Note that nothing happens between the events. There is no need to re-calculate waiting-times or the person’s status for each year. 

Also note that the only reason for re-drawing the age of death after the person has become disabled is that we assume a different mortality for disabled persons than for active. If we instead assume that all persons have the same mortality, we could draw the living-age for each person once and for all at the beginning of the simulation.

Multiple time arguments

The rates for quitting, re-activation and mortality for disabled persons are all assumed to depend on both the persons age and their time in a certain state. The rate for quitting is assumed to depend on the age and the time since employment. Similarily the rates for re-activation and mortality for disabled depend on the person’s age and time of disability.  These cases can be handled by treating one of the time arguments as a categoric covariate. We could e.g assume that there is one age-dependent mortality rate that applies to disabled persons the first year of disability, another for year 2-3 and a third for later years. In that case we would have to redraw the the age of death for disabled persons when they pass the end of the first and third year after disability occurs. Such time-related events have to be added to the queue only for the purpose of re-scheduling the death event.

Simulation of an entire population in calendar time
In a simulation of a real population we have multiple individuals of different ages. When forecasts are made, the basic time in the simulation will be calendar time, not the age of the individuals. On the other hand, most of the events are related to the person’s age, time in a certain state or other derived time measures. This raises a lot of issues related to translating between calendar time and various derived time measures, and this may complicate the drawing of waiting-times and the use of event queues.

These issues are solved by the use of multiple event queues organised in a hierachy along these lines:

· For the basic time of the simulation (e.g. calendar time) and for each derived time measure like age, time in a certain state, cumulated time in a state etc, there is an event queue containing scheduled events related to that time measure.

· Each queue associated with a derived time measure is linked into its parent queue (usually the main queue of the simulation representing the calendar time) with activation time equal to the activation time of the first time in the event queue translated to the parent queue’s time scale. If e.g. a person is born at 1955.5, and the first scheduled event for that person is at the age 52.4 (as in our second example), the age queue of that person will be linked into the main queue of the simulation at a position corresponding to 2007.9.

· All the events are processed in the main queue. When an item in an event queue representing a derived queue is to be processed (e.g. age), the first event of that queue is processed, and then the derived queue is moved to a new position in the main queue according to the new activation time of it’s first event, translated to the main queue.

This is illustrated in figure 6, while recycling example 2.
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Fig 6.  Hierarchy of event queues during a simulation of a population.

This approach has additional advantages when it comes to time measures that are started and stopped like stopwatches, or events that run at various speeds. If the simulation includes events that are related to time measures that are started and stopped, e.g the risk of a disease caused by the cumulated time exposed to a certain risk factor, or the scrapping of a car related to the cumulated distance driven, the management of the timer (start, stop, reset, change speed etc.) can be done without any re-scheduling of the events in the local queue: Stopping the timer is simply done by ‘cancelling’ the queue item, i.e. taking the local eventqueue out of the main queue.  Starting, resetting and changing speed are all done by rescheduling the eventqueue item in the main queue according to the new translation of its first events activation time to the parent queues time.

3 Register Data, Episodes and Event History Analysis

The data sources for estimating the rates for the various event types in demographic models related to pensions and benefits will in many cases be some sort of register data containing person-releated events with dates, e.g. death, birth, disablement, retirement etc. In order to estimate the rates by means of event history analysis, such data has to be converted to episodes (or spells), which represent a period of risk exposure for a certain event, and dummy variables indicating whether the event took place at the end of the episode or not. Although theoretically simple, this conversion of data may be very complicated and time-consuming, especially in complex models with multiple states and explanatory variables in combination with state dependent rates, competing risks etc.  One of the key ideas (and functions) in EventMod is to integrate this type of data preparation into the core of the modeling framework in order to automate the conversion from register data to episode data ready for estimation by means of event history analysis, and thereby guarantee consistency with the model:  When a model is set up within the EventMod framework it is both a simulation model and an estimation model, and able to estimate all the transition rates directly from register data, alternatively convert register data to episodes for export to external statistical software.  It is simply a matter of whether the model is run in simulation mode or in data extraction mode.

This works as follows:  During a simulation, waiting times are drawn for each potential event a person may experience from the current state. The waiting times are usually drawn using rate functions that depend on some local time measure (typically age) in addition to other explanatory variables. E.g. the time to death may be drawn from a mortality rate dependent on age and sex while taking into account the present age of the person. This sheduling operation is typically done by a call to procedure called Wait with the waiting time wt as an argument: Wait(wt).  When the event has been scheduled, two things may happen: The event may either occur at the scheduled time, or it may be cancelled at some earlier time due to a “loose” in a competing risk “race”.  (Rescheduling an event is equivalent to a cancellation followed by a new scheduling.)

In EventMod the Wait function is replaced with a function called Risk, which takes a rate object as argument together with the current local time (typically current age) and possibly additional explanatory variables. The rate object contains both the rate function and episode data records related to that function. In simulation mode the Risk function draws a waiting time from the rate function with the current local time and explanatory variables as input, and then schedules the event by calling Wait.

When the model is run in data extraction mode all the dated events related to a person are “replayed”. During this replaying of events, a call to Risk creates an episode record in the rate object and inserts the current local time as the beginning of the risk exposure period. If  the event actually takes place, the end of the exposure period (in local time) is registered in the episode record together with a value 1 to indicate that the event took place.  If the event is cancelled the end of the exposure period is registered together with a value 0 to indicate that the event did not take place, i.e. right censoring.

During simulation, one can also collect episode data as if it was data from an external source.

This approach has several benefits:

· Building a model, you will always have both a simulation model and an estimation model, and both will be consistent with each other.

· Models may be investigated by simulations with known rates and thereafter re-estimate the rates from the generated episode date. Such experiments may cast light on uncertainty and other statistical properties of the model.

· Forecasts can be made by first extracting data for a population from the past, estimate the rates and then simulate the future for the same population.

· Simulations can be compared to history by replaying data from a previous period and estimate the parameters, then simulate the same population for the same period using the estimated results. Such experiments can uncover weaknesses in the model.

Example 1:  Estimating a piecewise constant mortality from event history data
In order to illustrate the process of estimating a piecewise constant hasard function, an example with just six events in the dataset is given below.  The key step that is done during a data extraction run is the transformation from “raw” event history data to episodes.
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Example 2: Estimation of rates for mortality, disability and reactivation in PenMod.

The databases used for pension schemes contains individual event history data that can be used to estimate the rates by means of PenMod.  In order to illustrate the estimation process, results from a project aiming at compare the performance of pension scheme within a large Norwegian company with the actuarial assumptions are presented.  The comparison was simply done by running PenMod in data extraction mode on the data from the pension scheme for the years 1996 – 2001.  (The total number of members during that period was more than 10 000.)

The rates are assumed to be piecwise constant with one-year intervals.  The episode data that was extracted, was aggregated into total exposure time and total number of occurrences within each year in the various rates.  An estimate for the rates are calculated as the ratio # of events / total exposure time within each interval.  The results are presented graphically in the following pages.  A 95 % confidence interval is also reported fore each inteval. Large confidence intervals indicates few obervations, i.e low total exposure time in the interval.
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Fig 7. Mortality before age of retirement, male (blue) and female (red) employees compared to actuarial assumptions (black)
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Fig 8. Mortality after age of retirement, male (blue) and female (red) employees compared to actuarial assumptions (black)
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●

 Event history data: Events with dates

   Dataset comprising six persons during the observation period 01.01.1960 - 31.12.1989

●

 Episodes: Exposures and occurrences

Nr tB tE Occ

1 57.0 81.0 1

2 32.0 62.0 0

3 0.0 16.0 0

4 15.0 45.0 0

5 30.0 57.0 1

6 70.0 85.0 1


Fig 9. Disablement rates for male (blue) and female (red) employees compared to the actuarial assumptions (black)
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Fig 10. Reactivation from disability (both sexes), rates depending on age and number of occurrences depending time on disability benefits
Event AS - Tor Vidvei, 31.07.07
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