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DYNACAN, A Canadian Longitudinal Dynamic Microsimulation Model
This description is an updated version (2007) of a 2005 DYNACAN characterization “DYNACAN (Longitudinal Dynamic Microsimulation Model)” that appeared in “Modelling Our Future: Population Ageing, Health and Aged Care,” Anil Gupta & Ann Harding (eds), pp. 461-465, International Symposia in Economic Theory and Econometrics, Volume 16, Elsevier, New York, 2007. With DYNACAN having seen no major re-design in the interim, this note retains most of the structure and much of the wording of that earlier description.
Richard Morrison, Human Resources and Social Development Canada, 

for the DYNACAN Team
Historical Synopsis

After four years of preliminary feasibility investigations and project planning, formal DYNACAN development began in 1994. In order to speed development and maximize its chances of success, Canada chose to use an existing model as a foundation, rather than building a model de novo. After an examination of existing models, Canada chose Steven Caldwell’s CORSIM model as the most suitable template. Following some very limited policy application in 1996 and 1997, in 1998 DYNACAN became part of the formal process for assessing the impacts of prospective changes to the Canada Pension Plan (CPP). The CPP is Canada’s contributory, earnings-based public pension plan, and the largest publicly administered source of income for Canada’s seniors. A very similar Quebec Pension Plan serves the province of Quebec. 
Adaptation of the CORSIM model went well, though not without significant challenges. These included differences in variable definitions between Canadian and U.S. surveys, the appreciably higher levels of immigration in Canada, and re-estimating many of the equations for DYNACAN’s operating characteristics using Canadian data. Significant work also went into implementing the desired high degree of consistency between the results from DYNACAN and counterpart results from the Chief Actuary’s CPP actuarial valuation model (ACTUCAN), and ensuring the realism of the synthetic individuals’ lifetime earnings histories relative to Canadian administrative data. 
The Office of the Chief Actuary initially developed DYNACAN at the request of the government department that administered the Canada Pension Plan. In early 1999, the DYNACAN project formally moved to that department, which was the primary user of DYNACAN’s results. It currently resides in Human Resources and Social Development Canada (HRSDC), the federal government department that has the primary responsibility for CPP policy and administration.
Overview

DYNACAN is a closed, stochastic, longitudinal, dynamic microsimulation policy model, simulating the longitudinal evolution of individuals and many of their characteristics within family contexts. DYNACAN’s primary objective lies with ascertaining the detailed, distributional policy impacts of prospective changes to the CPP, presented within the context of the broader retirement income system. The model simulates, on an annual basis, the evolution of the Canadian population from 1971 as far into the future as the year 2130. However, it concentrates on the roughly ¾ of the population participating in the Canada Pension Plan. (As noted, the province of Quebec administers its own, very similar, plan for the other quarter of the Canadian population.) Stochastically, the synthetic individuals are born, age, become educated, immigrate or emigrate, leave home, work, marry, have children, divorce, become disabled or recover, retire, and eventually die. DYNACAN simulates a variety of characteristics for these individuals, concentrating on family demographics, the projection of annual CPP contributions and benefits, and the variables, particularly earnings, necessary to calculate them. 
Data Sources

DYNACAN uses, as its starting point, a heavily modified version of the public use microdata file for the 1971 Canadian Census, roughly a 1% sample of the Canadian population. Publicly available DYNACAN documentation describes the nature of these modifications, e.g., assigning specific ages, specific years of immigration, and educational attainments from ranges. The several modifications, and the derivation of DYNACAN’s equations and its alignment data, depend heavily on a variety of surveys and other statistics publicly available from Statistics Canada, e.g. the Canadian Survey of Consumer Finances series, subsequent censuses, vital statistics data, and educational surveys. Aggregate administrative data from the CPP are also used, along with a sample of earnings histories that has been rigorously screened to respect Canadian privacy and confidentiality requirements. Case weights are equal for all individuals in the initial sample. They remain constant throughout the run, and are identical to the case weights assigned to individuals on birth or immigration. Each individual in the same represents about one one-hundredth of the Canadian population, a proportion that applies throughout the demographic simulations.
Projection Component 
DYNACAN’s individuals evolve through time primarily via annual events whose probabilities are governed by equations, constrained by alignment to yield desired (historical or assumed future) collective rates. The alignment targets include rates for mortality, fertility, migration, disablement, marriage and divorce propensities, etc. The equations and alignment data are derived using the data sources described above. An aggressive program of model validation tracks the extent to which, over the historical period, DYNACAN’s synthetic individuals and families resemble, distributionally, their real world counterparts. The validation effort extends, in a cross-model validation sense, to comparing various DYNACAN projections for the future with their counterparts from other models, particularly the Chief Actuary’s ACTUCAN model, as well as Statistics Canada’s population projections.

Data aging 
The DYNACAN ages the population, and the characteristics of the component individuals, simulation period by annual simulation period. It implements these annual changes via simulated events as driven by the various equations. Because the DYNACAN population is a scale model of the national population, with the same scale applying throughout each run, no re-weighting of cases is necessary. Links to other models are indirect and non-interactive, implemented via the parameters used in a run of the model. 

However, the preparation of the initial 1971 data base, roughly 200,000 individuals, uses a number of techniques that are fairly standard for micro-simulation models and analyses. For example, that development uses imputation, e.g. to assign specific ages to children whose ages are known only as far as falling in a particular age range. It adjusts for under-reporting or mis-reporting of earnings by alignment to distributions drawn from exhaustive administrative data. The preparation stage merges data from the family and unattached versions of the public-use microdata, adjusting for definitional differences, to provide a population representative of Canada as a whole. Other adjustment techniques are also relevant, e.g. adjusting the ages of individuals to counteract age-heaping on five year multiples. Further, it adjusts the Census’ 1970 earnings to the 1971 start year.
Technical Details

Language: The DYNACAN modules’ source code is all ANSI standard C. However, a variety of other languages and software (Perl, SAS, Java, gawk, Excel, etc.) contribute to the extraction and presentation of the model’s results.

System Requirements/Type of computer: The primary production machine is a dual-processor, 64-bit AMD Opteron PC with 4 GB RAM and large, fast hard disks. DVDs and a purpose-built results-browser play a central role in the dissemination of model results. The operating system is Linux, chosen for its strengths in memory management and the maximization of computational throughput. The production machine operates in a networked environment in conjunction with other machines that are used for the extraction and presentation of results, and for project administration. Development occurs on AMD Athlon-64 3700+ machines, allowing for the generation of optimized code.
Data storage: The initial population data are stored in ASCII format, and then compiled into a more useable binary form. The large numbers of parameters are stored and manipulated in ASCII format, but are converted to a more computationally efficient binary form during the course of a run. The dynamic population begins at about 200,000 in 1971, and grows to about 500,000 by 2075.
Typical run times: The demographic projection portion of a run requires roughly twenty minutes for a 105-year projection, with a non-trivial portion of this time devoted to the internal validation checks. The simulation of CPP contributions and benefits also requires about twenty minutes for a 105 year run, for either the base system or an option system. The development of the standard outputs, a complex slate of more than 1600 SAS tables and graphics, takes considerably longer, several hours largely because the SAS scripts are still under development and not yet optimized, and are running on older hardware.
Interactivity: DYNACAN’s basic calculations run in a batch mode that is very heavily informed by tens of thousands of parameters. As well, many of the results extractions involve SAS scripts that run in a batch mode. However, custom analyses involving SAS and/or custom scripts may be done interactively on the outputs from a model run.

Usage and Usability

Process: An important design requirement for DYNACAN was that its structure permit behavioural feedback, and the differential evolution of the base and option systems, e.g. because of differential mortality conditioned on the levels of CPP benefits. However, in practice, the demographic evolution for the base and option systems is typically held constant between the two systems in order to permit the identification of winner and loser individuals and their characteristics. In this typical mode, DYNACAN’s use consists of the following five major steps:

· The simulation of the common demographics and earnings to be used for the base and option systems.

· The calculation of CPP contributions and benefits in the base system.

· The calculation of CPP contributions and benefits in the option system.

· The calculation of approximate marginal tax rates that permit us to obtain rough approximations of the net impacts on individuals. These net impacts incorporate the effects of positive taxes and income-tested benefits.
· Comparisons of the base and option outputs to ascertain policy impacts in the form of aggregates, distributions, and winners/losers analyses. These comparisons involve pre-tax (gross) impacts, post-tax (net) impacts, and reconciliations between the two.
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The only direct, hands-on, users of DYNACAN itself are the members of the DYNACAN team. Results from the model go primarily to its principal clients, policy analysts within HRSDC. Results may also be shared with the Office of the Chief Actuary and the Department of Finance.

Presentation of Results: DYNACAN standard results include more than 1600 separate tables and graphics developed in consultation with the clients for the results. Since this number is far too large to present to clients in the form of hard copy, the DYNACAN team has developed a Java-based, DYNACAN Results Browser as the primary channel for disseminating results. Highlights for this browser include:

· The parallel presentation of pre-tax and post-tax results, and reconciliations, in both tabular and graphic formats.

· A search capacity that lets analysts home in on results likely to be of interest.

· The convenient export of outputs, either in printed form, or as files designed for convenient import into Microsoft Word and Excel formats.
· Customizable multi-panel displays of the tabular and graphic outputs, and

· A full-featured help system.

Clients receive a DVD that contains both the results, a detailed description of the option, and the current version of the DYNACAN Results Browser.
Most Recent Use: DYNACAN is in current, active use with the government of Canada as the primary client. The most recent impact projections have involved a variety of assessments of possible changes to CPP contribution and benefit rules, e.g., for survivors’ benefits and child-rearing dropouts, and to alter the linkage between work and benefits. Detail on these options is restricted because the outputs from most of these applications constitute advice to the minister of HRSDC.
Availability: The rights to the DYNACAN model software rest with the Government of Canada, and Her Majesty in Right of Canada. The licensing agreement with respect to DYNACAN’s CORSIM foundation does not permit DYNACAN to undertake secondary distribution of this software. The 1971 census public use microdata file that serves as the primary starting point for the simulations is available from Statistics Canada; however, as noted, considerable modification was required to achieve a starting data base suitable for longitudinal microsimulation. 

Educational value: DYNACAN’s primary design focus lies with conducting policy impact analyses for possible changes to the Canada Pension Plan. All of DYNACAN’s major applications to date have been in this area. However, the developers believe that there is, at least in principle, an educational value to the model. For example, even in its present form, it provides a powerful test bed framework for examining the evolution of Canada’s demography and its impacts on social insurance programs. On the educational research front, with appropriate resources and clearances, it could provide a comparable test-bed for exploring behavioural feedback, or the impacts of alternative demographic assumptions, from mortality to propensities to marry, divorce, work or emigrate.

Macro-micro links: A major design consideration for DYNACAN requires consistency with the Chief Actuary’s ACTUCAN model. ACTUCAN is a traditional actuarial valuation model with cell-based (semi-aggregate) longitudinal projections of Canada’s demographics, earnings, and of CPP contributions and benefits. DYNACAN analyses typically use the same assumptions/parameters that the Chief Actuary has chosen for ACTUCAN, though this is not a requirement. Those assumptions in turn employ, as inputs, the results from several macro models, at both the intermediate and longer-run horizons, and are subject to broad public consultation. To date, there has been substantial consistency across the key CPP aggregates and distributions that both ACTUCAN and DYNACAN project.

Recent Developments: The most recent additions to the DYNACAN model have been 

· the development of a capacity to approximate after-tax impacts, and 

· the development of the DYNACAN Results Browser to present simulation results efficiently, and in a form that makes them easy for policy analysts to use.
Development Priorities: Although DYNACAN is fully operational, and already an established part of the CPP policy development process, it is not finished. Current work-in-progress priorities include:

· Revising the education module, with implications for several of the other modules that use educational attainment as a critical explanatory variable, 
· Continuing to develop more effective presentations of the model’s results,
· Implementing a more sophisticated characterization of when individuals take up their retirement benefits, and

· Updating the general labour force module with respect to work and earnings, with additional attention to later-life work.
· Conducting, via research contracts, background work toward the inclusion of  private pensions in the set of incomes modeled in DYNACAN, and toward the modeling of contributions and drawdowns of registered savings. 

References: The DYNACAN team has prepared numerous working papers, and contributed a number of papers to various conferences. These are available on request.







