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Abstract: 
Governments and institutions have generally built microsimulation models to address broad distributional policy issues. Seeking to assess the likely impacts of tax or social security proposal, they use the models to look at aggregate impacts or distributions of winners and losers. The past quarter century in particular has seen powerful advances for static, point-in-time models, and for longitudinal models. At the same time, model builders have not generally sought to adapt these powerful tools to the economic issues that individuals face, e.g., whether or how best to save for retirement, or how, after retirement, to draw down those savings. However, substantial portions of the infrastructure for longitudinal microsimulation modeling would transfer well to addressing these individual-level decisions. This paper outlines how such an adaptation might proceed. It describes the contributions that such adaptation would make, not only for actual or representative individuals, but also for institutional and governmental consumers of microsimulation analyses. The paper’s several sections describe what the models, and their target problems, and their results, might look like. They indicate what portions of standard microsimulation technologies the models might usefully borrow, what new technologies and methodologies one would have to develop, how the development might proceed, and the set of issues the models might address. A concluding section indicates how one might develop a feasibility demonstration version of the approach.
I have prepared this paper independently of my responsibilities with the DYNACAN team, and without the use of Government of Canada time or other resources. All of the opinions expressed in this paper are entirely my own, and are not necessarily shared by Human Resources and Social Development Canada, the government of Canada, or Her Majesty in Right of Canada. Although I am grateful to several colleagues and financial planners, nationally and internationally, for their reactions to earlier versions of these ideas, the responsibility for the ideas, and for any errors, is entirely my own.

Context:

Microsimulation, static and dynamic longitudinal, with its capacity to systematically project the impacts of prospective policy changes, has become an indispensable tool for policy development. 

Static microsimulation models are well established, and nearly ubiquitous. They allow analysts to assess winners and losers from a policy shift from a base/existing system to a proposed/ option system. Among the better-known examples are US models at the Urban Institute and Mathematica Policy Research, the Australian STINMOD model at NATSEM, Canadian government models SIMTAB and SPSD/M, and the EUROMOD model permitting comparisons across several European countries. These are examples only; the total number of such models is far too large even to list here. The focus typically rests with projecting the distributions of winners and losers that would result from some hypothetical policy changes. Details include the sizes of gains and losses, the projected impacts on sub-groups of particular policy interest, sensitivity analyses to various policy parameters, and aggregate costs and benefits by level of government. More recently, there is an increasing sophistication in the inclusion of behavioural effects, and how they may lead to higher or lower costs, and different distributions of winners and losers than comparable analyses that do not include behavioural responses.
More recently, particularly over the past twenty years, there has been a growing use of longitudinal microsimulation modeling. Among the better-known examples are the U.S. Social Security System’s POLISIM model, the U.K.’s PENSIM2 and SAGE models, Canada’s DYNACAN and Lifepaths models, Sweden’s SVIERGE and SESIM models, and Australia’s DYNAMOD and DYNAMOD2 models. Such models are dynamic in the sense that they carry their populations forward in time, with the individuals’ characteristics changing across simulated time. These models include stochastic elements for the events that occur during their synthetic individuals’ lives. They seek to generating and using realistic life and earnings histories, along with histories of relevant factors such as education, marital status, disability, and parenthood. Significant outputs include distributions of winners and losers both at specific points in time and over lifetimes. Done well, the assessments include not only gross changes in earnings, retirement benefits, etc., but also the net impacts after effects of other tax and benefit programs. One can examine not only the point-in-time cross-sectional impacts of policy changes, but also the lifetime impacts. One can examine the effects of changes or of program provisions on sub-populations of policy interest, including cohorts, and groups defined on the basis of lifetime characteristics, e.g., ever-a-parent. One can look at social security programs’ internal rates of return for cohorts and subsets of those cohorts. 
Both static and longitudinal microsimulation models make significant use of pseudo-random numbers for their projections. Models use them for modeling  benefit take-up, behavioural responses, and for the implementation of most of the events for longitudinal models, e.g., whether or not an individual works, marries, retires, or dies in any given period.

Such policy modeling stands in sharp contrast to the modeling carried out for individuals. Typical financial/retirement planning is much more simplistic as regards its treatment of stochastic elements (e.g., returns on investments, lifespan, the occurrence of disability, and the variability in earnings histories). The artificial simplicity exists despite those events’ greater importance to individuals as opposed to groupings of individuals. The greater importance occurs because with individuals and their families, there are fewer prospects for favourable and unfavourable events to cancel each other out. 

Financial planning prescriptions for individuals, at least for persons other than the rich, who can afford more personalized models, are often quite unsophisticated. They lead to prescriptions such as “save 10% of your gross income,” or, “use a sustainable 70% of current gross income as a target for retirement,” or, “save as if you will live to be 90 years of age, just to be on the safe side.” Advisers may advise clients to hold as bonds a fraction of their portfolio that is a linear proportion of their ages. The prescriptions, unless one is willing to pay a fair amount for customized plans, are not particularly personalized to the clients’ eligibility/levels for indexed pensions, anticipated life expectancy, or responsibilities to provide for ongoing support for disabled family members. Particularly, they are often not very helpful in advising clients how fast they can/should draw down their savings during retirement (how much?, from what sources?, when?, and depending on what?). Individuals often get conflicting advice from various parties (e.g., financial advisors, governments, insurance and mutual fund salesmen) who may be subject to conflicts of interest regarding actions that benefit those parties as opposed to the individuals being advised. As a result, individuals may save too much or too little, choose inefficient or ineffective savings channels, or pay unnecessarily much in the way of taxes or administrative fees.
Purpose of a New Type of Model:

This paper indicates how one might adapt the methods associated with longitudinal microsimulation to the financial issues/decisions faced by individuals. Thus, it stands in sharp contrast to the use of such models to address government policy objectives. It is distinctive, and significant in that it addresses, head-on, the uncertainties involved in financial planning. These include earnings histories, job loss, and career changes, geographic moves, variable rates of return on investments, mortality, and probabilities of disability or catastrophic illness. Financial and retirement planners typically omit such uncertainties from their models or prescriptions, or treat them simplistically. The adaptations I propose are informed by event probabilities from longitudinal dynamic microsimulation, but are adjustable for individual beliefs and assumptions, e.g., relative mortality rates based on family experience, or nature of employment. The results from the adapted model would address the range of anticipated outcomes rather than some simplistic measure such as a point estimate of the nominal level of one’s portfolio at age 65. More importantly, it would allow individuals or their advisers to explore the outcome sets associated with strategies for saving and dis-saving, choosing strategies that best meet their preferences, including risk tolerances.
Organization: 
This paper’s organization is straightforward. The following sections outline briefly how one might develop this new type of model, adapting from existing microsimulation models. 
· Overview: provides an executive summary of the prospective model, termed “Ruthen” for its underlying goal of “Running The Numbers.”
· Structure of Ruthen: indicates the general structure of the Ruthen model.
· Nature of Results: describes the kinds of outputs one would obtain from this type of model.
· Borrowed Elements: characterizes the techniques and modules that Ruthen could adapt from existing longitudinal microsimulation models.
· New Elements: outlines the model components that one would, generally, have to create de novo for Ruthen.
· Applications: describes some of the kinds of analyses for which one would use Ruthen. Categories of prospective uses include those for individuals, for financial planners, and for institutions and governments.
· Design for a Prototype: summarizes a road map for developing a proof of concept, feasibility demonstration version of Ruthen.

· Caveats: highlights some of the relevant caveats and limitations for this type of modeling, somewhat addressable in future versions.
· Conclusions: offers preliminary conclusions about the utility and prospects for this type of longitudinal microsimulation modeling.
Overview: 
When one needs to make decisions that involve inherent uncertainty, it is appropriate to look at the distribution of possible outcomes. The Ruthen model will generate distributions of outcomes for a variety of financial choices that involve both considerable uncertainty and long-time horizons.
Significant Features: The Ruthen approach stands in contrast to many/most models for financial and retirement planning.
· It naturally incorporates uncertainty about events and processes, e.g., about age at death, returns to assets and correlations of these returns across asset classes, becoming disabled. 
· The approach explicitly recognizes the distributions of outcomes resulting from that uncertainty.
· In evaluating the various generated outcomes, it adopts the client’s perspective about the importance of consumption, variability of incomes, desired legacies, independence, etc.

· It is explicitly future-focused, concentrating on the remainder of the subject’s lifetime. Historical information is limited to those factors that affect the taxation of the subject’s various income streams.

· It applies the user’s assumptions about the time patterns of expected returns and their correlations, tax rates, survival probabilities, all of them informed by historical data.

· The approach applies explicit strategies for saving and dis-saving. These are strategies in the game-theoretic sense, i.e., the rules that govern the individual’s decisions (saving, spending, investing, insuring, diversifying, schooling, buying a home, etc.), and depend on whatever inputs and parameters one chooses.
· The approach admits of a certain degree of “optimization.” In allowing the user to derive the consequences of alternative strategies, and comparing the associated distributions of outcomes, it permits one to tune those strategies to yield better outcome distributions. The characterization of what constitutes better, in essence a kind of objective function, depends on the user’s own preferences
Operation: The structure and operation of the model will provide the tools and information permitting users to specify their assumptions and assess the consequences of their assumptions and strategies.
· Users will specify their assumptions via tables of parameters, e.g., expected values for returns to investments and a covariance matrix to reflect the variability of returns across multiple types of investments. For several of these, there will be “sliders” that allow them to apply a transformation to standard parameters, e.g., specifying mortality relative to Canada’s Standard Life Tables. 
· Substantive routines will specify the operation of the various tax and benefit programs in which the user may participate, whether voluntarily or involuntarily. 

· The operation of the model will involve “many” independent simulations (say, a million of them) of the remainder of individual’s life to generate the distribution of outcomes flowing from the specified saving and dis-saving strategies as they interact with the user’s assumptions.
· The model will maintain distributions of outcomes, states, and intervening variables of interest. 

· It will provide a variety of standard and custom outputs, both tabular and graphic, to help the user assess the likely consequences of the strategies.
· Operating in a “Single Strategy Mode,” the model will present the “What if?” distributional consequences of the client’s financial strategy.
· Operating in a “Comparative Strategies Mode,” the model will present the differential impacts of two or more strategies, answering the question of “What if the individual uses strategy A rather than strategy B?”
· Operating in an “Evolutionary Strategy/optimization Mode,” the model will help the user elaborate strategies that work “better,” possibly using some variant of genetic programming.
· Relevant for users who cannot be bothered with this much detail, the model will help institutions and advisers validate, invalidate, or improve recommended strategies or rules of thumb.

Structure of Ruthen:

It is appropriate to indicate, at least very broadly, what structure Ruthen might display operating in its various modes. As noted elsewhere in this paper, it is premature to specify such a structure in any appreciable detail. The intended method of an initial evolutionary development approach should permit a better appreciation of the issues involved, and a more stable basis for serious model design. The objective for this section is to provide a very rough idea of how Ruthen would operate. That characterization will inform subsequent sections’ discussions, and suggest something of the considerable conceptual and implementation challenges relevant for even a simple version of Ruthen. 
Simple Projection:
Figure 1 shows Ruthen’s general structure as applied to the assessment of a single strategy. The inputs are the user’s assumptions, a variety of historical variables defining the common starting point for the simulations, parameters such as those for actuarial life tables and income tax calculations, and the user’s strategies/rules for financial decisions. 
The central simulation model uses these inputs to generate a large number of independent histories of the remainder of the subject’s life. The various events that define these lives depend on pseudo-random variables for their occurrence (e.g., employment or death) or magnitude (return on assets or level of inflation).

Post-processing takes the information in the histories and compiles it into the desired distributions and summary values. E.g., what do the distributions of real remainder-of-life consumption, and of size of estate at death look like? 
The post-processing also generates a number of validation-oriented results that allow the user to assess whether the simulations are operating as intended. E.g., is the distribution of age at death reasonable?
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Comparative Projections
Figure 2 shows the structure of Ruthen for a comparison between alternative strategies. The inputs are largely the same as for assessing the consequences of a strategy. They include the user’s assumptions, a variety of historical variables defining the common starting point for the simulations, parameters such as those for actuarial life tables and income tax calculations, as before. They differ in that they include the two strategies to be compared. 

The central simulation model uses these inputs to generate a large number of independent history pairs of the remainder of the subject’s life (which may differ between the two strategies). As with the single strategy assessment, the various events that define these lives depend on pseudo-random variables for their occurrence (e.g., employment or death) or magnitude (return on assets or level of inflation). However, the same pseudo-random variates are used for both systems so that any differences depend on the effects of the strategies rather than the particular variates applied.

Post-processing takes the information in the histories and compiles it into the desired distributions and summary values in parallel for the two strategies. However, it also calculates the distributions of the differences between the two systems/strategies. Thus, the user will have access to a distribution of the differences, between the two strategies, of summary variables such as discounted real lifetime consumption, or the values of his/her objective function. As with the single strategy approach, the post-processing also generates a number of validation-oriented.
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Optimization:

In principle, if one can reliably determine which of two given strategies is preferred by a client, one can begin to approach optimality by introducing more potential strategies into the mix. Given the anticipated complexity of these strategies, finding rules and parameters to “tweak” will not be a problem, implementing a form of sensitivity analysis. One may also take advantage of new instruments for investment, or changes in the tax laws, to implement more fundamental changes to the strategies. Note that any attempt at optimization will need to deal with the possibility of strategies that produce equivalent (to the subject) results. 
Over the longer run, it will be appropriate to investigate methods for efficiently defining the strategies for comparisons. This is particularly true in that, particularly at first, the comparisons will be relatively expensive, so that one will not wish to consume more resources in analyzing possibilities than the likely improvements in the objective function for being able to use superior strategies. Over time, as computational costs decline, and one gains a better feel for the strategic elements that make a difference, more robust analyses should prove possible. Eventually, one may be able to use a variant of genetic programming to gradually “evolve” effective strategies, perhaps leaving it to one’s home computer as a background task while one heads off on summer vacation. 
Nature of Results:

This section characterizes the general nature of the results that a Ruthen style model would generate. The concentration here rests with the raw outputs and the summary variables and distributions one would compile from them, as opposed to the uses to which one would put those results. A subsequent section then indicates the kinds of questions one might address using the various raw and summary outputs. 

Raw:

At the most basic level, longitudinal microsimulation operates in terms of the events that occur for the subject individuals. The most detailed outputs will be used for validation and custom outputs, and inputs to post-processing. They consist of the raw time series for each of the many life histories generated. Some of these will reflect the individual’s status variables, e.g., working, retired, disabled, in school, educational attainment, in poverty, etc. Other will represent transaction variables, primarily financial flows such as earnings, savings, contributions, government benefits, etc. Still others will be derived variables such as intermediate tax variables and taxes paid, consumption, and sales taxes.
Summary Lifetime variables: 
At a higher level, the outputs will include variables that are not time series, but that summarize one of the individual’s parallel lives. These variables would include items such total real lifetime consumption, the summary objective function value for that particular life, lifetime real taxes and contributions, disability-free years of life, the real value of estate at death, “causes of substandard outcomes, etc. 
Derived Distributions and summary measures:

At a still higher level, outputs from the model include items compiled across the individual’s multiple simulated lives. They will include things like internal rates of return on savings, both for the individual and, as described later, for the government sector. Many of these outputs take the form of distributions, e.g., the distribution of additional years of life, or real consumption, or the size of the estate at death. One cares not only about the means of those distributions, but all the general shape and the size of the tails. One may well decide to assemble these distributions from the summary lifetime variable outputs
Comparative results (base versus option): 
For comparisons across competing strategies (e.g., accumulation, dis-savings or both), one will likely wish to create distributions that are the differences between the outcomes for the strategies. For this purpose, it will be important that the same sets pseudo-random deviates (e.g., for returns to assets) are used to create the distributions.
For those results that users will see, as opposed to those that will be used for subsequent post-processing, there should be considerable attention given to meaningful graphic and tabular presentations of the results.
Borrowed Elements:

It is clear from the preceding discussion that that the Ruthen approach will borrow heavily from the techniques used in existing longitudinal dynamic microsimulation modeling. Some of the more significant borrowings will include the following:

· The Ruthen approach is longitudinal in nature, simulating subject’s lives over time, with their characteristics (age, employment status, portfolio, etc.) changing over simulated time. Thus, existing models’ control and data structures can be adapted to manage the multiple simulations of the subject’s life.
· The events relevant for longitudinal microsimulation models’ simulation of the synthetic futures of many individuals are also relevant for the Ruthen approach’s simulation of multiple futures for a single individual. Quite non-comprehensively, these include education, work, disability and rehabilitation, social insurance contributions and benefits, retirement, and death. Other events may also be relevant, e.g., marriage, divorce, catastrophic illness, and theft. Ruthen may also borrow aspects of other common event modules from existing modules, e.g., pension contributions, saving, government tax and benefit programs, returns to investments, and consumption.
· As with existing longitudinal microsimulation models, pseudo-random deviates will govern the occurrence of the several events, with appropriate attention given to correlations among them, e.g., the correlations of returns to various investment vehicles. 
· The Ruthen approach will also, as with existing models, track a variety of output variables, both time-subscripted stocks and flows, involving both the individuals’ characteristics and the many relevant financial flows. 
· Like existing longitudinal microsimulation models, Ruthen will address both aggregate/summary results and the underlying components and distributions. 
· As with current longitudinal dynamic microsimulation models, there will be considerable attention devoted to the presentation and the validation of results.

New Elements:

Existing longitudinal microsimulation models will not contain counterparts for all of the Ruthen requirements. Highlights of “new” components include:

· There will need to be simple mechanisms that allow users to specify the many assumptions that will make up the environment to simulate. It seems likely that users will want to use values that are similar to historical data, but “slightly different.” Thus one will want to make available various personalizing mechanism, e.g., a “slider” control that controls how much more/less likely one is to die than given by actuarial life tables.  
· The Ruthen approach depends heavily on the user’s strategies for saving and spending, working or retiring, and types of investments. Early versions of the model will likely use a small set of investments, and fairly simple rules for choosing among them. As weaknesses become apparent, financial advisers will contribute more sophisticated strategies for accumulation and de-cumulation and for portfolio composition. 
· Relatively early in the development of Ruthen, one will wish to implement, as a portion of the strategies, decision components relating to the purchase and sale of homes (mortgages, source of down payments, closing costs, mortgage rates, property taxes, maintenance, etc.). Similar choices will be required for disposing of housing, even if only at death.
· Assessing preferences across distributions/outcomes will be critical. Early versions will likely include a measure heavily weighted to discounted real lifetime consumption with crude adjustments for independence and variability. Subsequent work will draw on decision and choice theory, the kinds of attitude summaries included in financial advisers’ “Know Your Client” requirements, paired comparisons, and more fundamental research on satisfaction. 
· Development of the Ruthen approach will allot considerable attention to the issue of presenting the results of the parallel simulations, in both numeric/tabular and graphic formats. Initial outputs will depend heavily on distributions of key outputs and summary statistics for them. Initially, these will include measures such as the objective function, internal rates of return on savings, disability-free years of life, total real lifetime consumption, and some measure of “independence” in terms of the portion of one’s income that has to be provided by relatives or governments.
· The presentation of outcomes will also need to display the consequences of choosing one strategy rather than another. Initially, one will likely use distributions of the differences in key output measures, e.g., a distribution of a million points, each calculated as the difference between a “strategy A” result and its “strategy B” counterpart, say, total real lifetime consumption above some poverty level.

Using the Results: 

A major consideration in the development of any model is that of who will use the results, and how. This section briefly indicates how a Ruthen-type model might be helpful to individuals, to financial planners, and to governments and financial institutions. It will be obvious that these examples are not comprehensive.

a) Uses for individuals:

As noted in the context sections above, one class of users, directly or indirectly, will be individuals seeking to adopt effective financial strategies, including those for saving for retirement, and dis-saving during retirement.

· “What’s my the expected real, after-tax rates of return implicit in my savings/dis-savings strategies, and how does it compare to my time value for consumption?”
· “What are the likely outcome distributions for alternative strategies for savings, investments, debt management, and asset allocation?” “Under the options available to me, and my assumptions about returns, does it pay to save?” and if so, “How much?” and, “In what forms?”
· “How much, in the face of uncertainty, can I draw down draw down my savings in retirement without overly compromising my aspirations for independence and quality of life should I live longer than expected?” “What is the price, in reduced consumption, of managing uncertainty via annuities?”
· “When can I ‘afford’ to retire, and what is the balance between saving now and my anticipated age of retirement?” “How much does working longer and saving affect my consumption in retirement?” “How much of my expected, disability-free retirement period do I have to give up to raise my retirement consumption level by amount X?
· For major expenditures, “Should I rent or own my home?” “Should I lease or buy my vehicle?” “How much expected consumption, if  any, do I give up by choosing annuities, versus portfolio management, to manage uncertainty?” 
· “What are the likely overall returns to additional education at this stage in my life?”

· “If I’m going to be investing in equities, what are the likely consequences of different strategies, e.g., stocks versus mutual funds?” “How much difference to management expense ratios make?” “What about index mutual funds and exchange traded funds?” 
· “What kinds, and how much, insurance does it make sense to buy?”
· “Given the uncertainties about when I will die, how much of an estate am I likely to be leaving my children?”
In short, the Ruthen approach should allow users to look at the distribution of outcomes associated with different decisions/strategies for a wide range of their inevitable financial decisions. Sensitivity analyses using Ruthen can indicate where they should be focusing their attention. Periodically, as time passes, the situation may well change, e.g., in the form of realized returns to investments rather than hypothetical distributions, in the form of altered tax laws, or altered employment prospects. Users could, at least in principle, re-run the analysis every year to take advantage of actual results, new assumptions, and realized experience. 
b) Uses for Financial/Retirement/Estate Planners:
The Ruthen style of modeling appears to hold some promise for financial planners generally. Potential applications include the following:

· An obvious use for the model would be the derivation of financial strategies that, using clients’ assumptions, help address their goals. Presumably, over time, strategies would become more sophisticated and more effective, and costs would decrease.
· A significant obstacle to financial planners’ remuneration has been the difficulty of showing how the planning improves the clients’ outcomes. Such demonstrations are an inherent part of the outputs from this style of modeling.
· Even where the generation of custom, personalized, analyses are not feasible, this style of modeling can help to assessing the appropriateness, or lack thereof, of traditional rules of thumb, and the conditions under which they may be relevant or irrelevant. 
c) Uses for governments and institutions:
The nature of the proposed model, and the outputs it produces, also makes it of potential use to governments and financial institutions.

· Governments could use the model to assess the collective impacts of the set of tax and benefit programs to which citizens are subject or eligible. For example, the transactions generated during runs of the model would permit the calculation of individuals’ real, after-tax, internal rates of return on mandatory and voluntary savings. A government that wanted to ensure positive incentives to save would want to confirm that such rates of return, are suitably high, or at least not negative. Similar calculations would be relevant for assessing tax policies, e.g., the treatment of capital gains and dividend credits, or the treatment of investment income generally. Would, for example, a particular policy change contemplated by a government significantly affect incentives to save? The outputs from this style of model might also be useful in assessing the likely attractiveness of various government-run voluntary retirement savings plans.
· One interesting application would be the calculation of the internal rates of return to the government sector, of individuals’ savings. Consider that, when individuals save, governments forego a variety of sales and excise taxes, and may also see smaller income tax revenues. However, as the returns to those savings eventually find their way into government revenues as increased income, sales, and excise taxes. The relevant time series of flows, averaged across the independent simulations for individuals, imply an internal rate of return for the government sector as a whole, and for the different levels of government. Governments that are interested in fostering savings might want to ensure that the government sector’s internal rate of return did not appreciably exceed that of the saver. That is, governments might wish to ensure that they were not appropriating too large a fraction of the real returns to saving.
· In addition, a model of this sort might inform financial institutions in assessing the potential viability and contributions of new products. Consider, for example, a product characterized as “long-life” insurance.” An individual might be willing to give the institution a certain amount of money now in return for an undertaking by the institution to pay the individual a given amount of money if the individual lives to a particular age. Such a product might allow the individual to simplify his/her retirement planning by saving enough funds to last until that age, confident that if s/he does live that long, “new” funds from the product will be available.
Development of a prototype
This paper’s characterization of the “Ruthen” model is largely conceptual, as is entirely appropriate at this stage. Indeed, with the number of issues still to be resolved, e.g., the country of residence and the information to be stored from a run, it is likely still premature to produce a detailed plan. Instead, it seems appropriate to begin first with a very crude prototype or feasibility demonstration to learn better what the various issues and challenges are. The philosophy is that this type of modeling is sufficiently new that an evolutionary, rather than heavily designed, approach is appropriate initially. One may even be able to generate some interesting results before the evolutionary approach bogs down, and a more ambitious, formal, design becomes necessary/appropriate. Keeping it short and sufficiently simple (KISSS) will be a critical philosophy for the proof of concept version.
Work to date includes a crude “modelette” demonstrating that it is easy to create a model of mortality that reproduces the actuarially-based Canada Life Tables results for age conditioned expected life-span, and that allows for adjustments to reflect higher or lower probabilities for death. That modelette also confirms that it is easy to model realistic labour-force attachment histories. These include measures of the distribution of numbers of years worked in a lifetime, year over year stickiness, and distributions of lifetime runs of consecutive years worked. 

Of course, even a crude proof of concept model will require a great deal more. Currently planned stages include the following:

· Add earnings, rather than just work, to the labour-force module, along with provisions for tracking variables in both nominal and real terms. Part of this would include parameters for average level of earnings and for controlling the lifetime trends and longitudinal variability of those earnings.

· Prepare extremely crude versions of the savings and drawdown strategies for a very limited selection of investment types. The strategies would have to include the drawdowns that would be associated with loss of employment during the working career. Accompanying these would be the development of parameters to specify the temporal variability and cross-correlation of returns, and parameters to control the average levels of returns. 
· Develop crude versions of an income tax module, and social insurance programs for unemployment insurance and retirement/disability pensions. In parallel, one would develop the “accounting procedures” for measuring the impacts of taxes, premiums, savings, returns, and government benefits in terms of additional or foregone purchasing power. 

· Develop a placeholder for the objective function to be evaluated for each of the parallel lives for the subject individual. Initially this might be as simple as discounted real lifetime consumption adjusted for annual variability.
· Design and implement the post-simulation reporting module to provide the various summary outputs. Initially, these might be as simple as the means and variances for the distributions of outcomes, and the internal rates of return for voluntary and involuntary savings. The reporting module would have to handle both single strategy “What if?” runs, and multi-strategy “Is A better than B?” runs.

· Experiment with some different savings strategies and the sensitivity of the outcome distributions to their parameters. Part of this stage will involve assessing how many independent “remainders of lives” one needs to simulate to get stable results.

At the end of this “modelette” phase, one would likely have a sufficient experience base to begin serious model design. Many of the underlying challenges would be apparent, with resolutions developed for some of them, and workarounds developed for others. Moreover, the size of the broader project would be clearer in terms of the resources required, and the several disciplines to be involved.
Caveats:

The simple first-cut model that this note describes, even if it were available, and despite its potential, falls far short of being a panacea for financial planning decisions. There are several relevant areas that are either imperfectly understood, or that will require additional sophistication or conceptual development. Among these are the following:
· Presently, there is no widespread use/comfort with the notion of strategies, as such, even though most traditional recommendations are, effectively, simplistic strategies. Strategies for spending down one’s savings in retirement are particularly lacking. Early attempts to supply such strategies are likely to have significant, non-apparent, omissions, but they will improve over time.
· It is clear that financial aspects, as treated with a model of this sort, are not the only ones that are important to retirement. Nonetheless, other things equal, a greater command of resources in the form of purchasing power is typically positive for individuals, so that managing one’s finances more effectively is an appropriate objective. Moreover, one observes that income and wealth typically correlate positively with longer life and with maintaining one’s options. 
· The appropriate nature/form of an objective function is unclear. However, major factors seem obvious. Other things equal, greater discounted real lifetime consumption is desirable, subject to considerations about one’s year over year variability of consumption, one’s independence, and one’s preferences about the estate one wishes to leave upon death.
· Many individuals are not comfortable dealing with distributions of outcomes or comparisons between pairs of distributions. It is not necessarily clear how to present distributions of outcomes to make them most useful to individuals. Nonetheless, certain principles have obvious utility. For example, the idea of frontier is relevant - one would not want to exclude a strategy that could, ceteris paribus, both increase consumption and decrease variability. More fundamentally, no matter what approach one is using for financial modeling, one is inherently dealing with distributions of likely outcomes. Artificially pretending that one is not is hardly likely to improve one’s decision-making. This style of modeling makes the presence of distributions explicit, and contributes to the development of mechanisms for presenting them.
· The relevance of this type of modeling seems clearer for individuals than for families. We may well require some conceptual advances to apply the strategies to families, particularly where the preferences of the family members differ. Such challenges are not, however, unique to this type of analysis. Indeed, they apply no matter what form of analysis one is using to guide financial/retirement/estate planning. “Complications” arising from marriages and divorces, and the birth or adoption of children may also prove challenging to incorporate. Again, however, these factors must inherently be included in existing approaches, and are not unique to this form of analysis.
Conclusions:
The type of model described here, longitudinal dynamic microsimulation modeling applied to specific individuals, would be useful to a variety of actors – individuals themselves, institutions and governments. It would have something useful to say about a variety of challenging issues that individuals and families face in managing their finances. Moreover, it appears to be feasible to start getting some useful answers soon, even with rather inexpensive rudimentary feasibility-demonstration versions of the approach. At the same time, the problem space is complex, and obtaining results that are more comprehensive will require significant development at both the conceptual and programming/implementation levels.
Anticipated Results:

What one will likely find (based on some very crude analyses and projections)

1. For many and possibly most individuals, saving for retirement results in lower discounted real lifetime consumption, to the general benefit of the government sector, institutional asset managers, and heirs. 
2. Traditional measures of seniors’ incomes and poverty rates substantially understate consumption and overstate poverty, because they fail to record drawdowns of assets and the depreciation of assets that need not be replaced.

3. Systems of tax and benefit programs ensure that the cost (measured in current consumption foregone) of increasing one’s income in retirement increases disproportionately with the level of sustainable future consumption desired. 

4. For all that many governments have expressed concerns about the need to encourage later-life work, these same systems effectively appropriate significant portions of the earnings associated with that work, lowering the incentives to keep working.
5. The primary beneficiary of individuals’ saving is the government sector, which enjoys a much higher internal rate of return on individuals’ saving than do the individuals themselves. (This advantage accrues particularly through the taxation of purely inflationary gains, the provision of income-tested benefits, and the asymmetry between the tax treatments of gains and losses.)
6. For all that financial planners and governments may rail against it, individuals are being rational in collectively lowering their voluntary savings rates, particularly as governments appropriate most of the real returns to saving, and impose involuntary savings through programs and systems that yield low or negative real after-tax rates of return.
Strategies: Saving and Dis-saving





Assumptions: e.g., distribution for inflation





Historical Variables: e.g., unrealized capital gains





Ruthen Simulator:  The simulator generates multiple (many) simulations of the remainder of the subject’s life, applying the assumptions and strategies, and generating outcome histories that are consistent with them.





Parameters: �e.g., Life Tables, Distributions of returns to investments





Output File(s): Results of the independent life simulations





Post Processing: Calculate distributions and values





Results: Present the summary distributions and values








Figure 1: General Structure of Ruthen





Inputs: Assumptions, Historical Variables, and Parameters





Pair of Strategies: e.g., status quo and proposal





Ruthen Simulator:  The simulator generates multiple (many) simulations of the remainder of the subject’s life, applying the assumptions and, in parallel, both strategies, and generating outcome histories that are consistent with them.





Output File(s): Results of the parallel set of independent life simulations, using common pseudo-random variates








Post Processing: Calculate distributions and values for each of the strategies, and for differences between them.








Results: Present the summary distributions and values for the two strategies, and for difference variables.








Figure 2: Ruthen in Comparative Mode








